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The reduced pin count (RPC) DRAM was created to provide IC and system designers a way to reduce
size, weight & power, and cost (SWaP-C) for SoC-DRAM subsystems. Typical targeted applications
include endpoint AI video processing, wearable video-enabled devices, drone/robot navigation and
other devices that share similar requirements: less than 1 gigabit of memory, a need for video
bandwidth, and a desire to minimize the elements of SWaP-C.

The designers of these targeted systems face a dilemma today: the standard DDR3-4-5/LPDDR3/4/5
progression is creating devices with too much capacity, too many pins, and with too much
complexity / interface cost for their applications. There’s a growing over-provisioning gap between
standards-based memories and many of these emerging high-volume media-centric applications.

Figure 1 Target markets (yellow), standards line, and over-provisioning gap (red)

For the SoC designer, a basic decision to integrate buffer memory or to use external memory must
be made. Integrated memory can significantly reduce I/O pincount allowing for smaller package
footprints. On the other hand, on-chip RAM is costly in terms of die area: a rule of thumb is ~1mm2

per megabyte (MB) in 28nm technology.

Adding to the die area cost is the high mask set and wafer cost for advanced process nodes required
to access such dense embedded memory technology. In some cases, it is possible to compress video
before storage yielding perhaps a 4:1 compression for the cost of about a million logic gates (die
size, latency, power) and additional design and pre-tapeout verification effort.
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An alternative to integrating the memory on-chip is to use a separate DRAM IC bare die stacked in a
two-die package. Because of the nearly 100 bond wires needed to interconnect a ×16 type DDR3 die
to the SoC IC, the DRAM is generally the top die in the stack. Assembly rules require approximately
0.5 mm of SoC die to extend beyond the die edge of the DRAM to permit wire bonding. The net
result is the DRAM die effectively limits the SoC’s minimum die size. 

For a mature DRAM such as a 256 MB, it is hard to see how there’s much of an opportunity for any
sizeable DRAM die shrinks in the future: the nearly 100 bonding pads and their pitch establish a
minimum die X dimension. Consequently, the DRAM die size constraint is likely to diminish future
SoC cost reduction possibilities.

Compounding the pain is it is possible to be forced to buy more bits than are actually needed by the
application. This can be driven by bandwidth or longer-term availability prospects forcing use of the
latest devices on the standard DRAM roadmap. Minimum size for standard DDR4 is 4 Gbit, DDR3, 1
Gbit but 4K video can use less than 256 Mbits (Table 1).

Table 1 Video frame size/bandwidth for 4K and full HD

The RPC DRAM was created to offer a third option: a stairstep-stacked two-die configuration. In this
configuration, the DRAM is designed to have all of the bonding pads along one short edge of the
rectangular die. With this arrangement the SoC is the top die in the stack and no longer is
constrained by the DRAM die size. This permits the potential for a pad-limited SoC die size (Figure
2).

Figure 2 Stacked die MCPs: DRAM on top (left) and SoC on top (right)

The RPC DRAM is much more than just a DRAM with a different floor plan. It also has less than half



of the switching signals of a ×16 DDR3 DRAM. Instead of about 50 switching signals, it has 22, yet
has the same bandwidth when operated at the same frequency. The pin-count reduction is achieved
by multiplexing the address and command signals onto the data bus signals and accessing the DRAM
via a request packet sent over the data bus when no data is being transferred.

Since no commands or address information may be sent to the DRAM during data transfer, an
additional sideband signal is added, STB, that is DDR-sampled within each 8-clock period group to
provide a 16-bit serial control packet. This contains a two-bit OPCODE and 14 bits of context-
sensitive information such as row, column and bank addresses. By combining the request packets
with this serial control a very efficient low pin-count DRAM is achieved that supports hidden page
operations and random addressing similar to DDR/LPDDR (Figures 3 and 4).

Figure 3 LPDDR3/DDR3 & RPC DRAM bus operation



Figure 4 RPC DRAM bus operation

ICs with high speed signaling require signal return paths roughly equal in number to the switching
signals, so there’s typically approximately an equal number of bonding pads for a memory PHY as
balls on the DRAM’s package.

A ×16 DDR3 PHY will have about 100 pads on the controller’s PHY. A PHY for the RPC DRAM needs
only 40 pads, saving about 60 bonding pads. For a pad limited controller with 100 non-DRAM
interface pads, up to a 50 percent reduction in pad limited die size can be demonstrated with the
RPC DRAM: 200 bonding pads is 50/side versus 140 bonding pads or 35/side (Figure 5).

Figure 5 Pad-limited SoC die or package footprint

The PHY for an RPC DRAM can be a cut-down or a re-purposing of that used for a DDR3 or LPDDR3
device. The address and most control pads are eliminated (Figure 6).
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Figure 6 PHY signal comparisons 

Depending on product goals, it may be desirable to make a multi-lingual SoC capable of being used
with DDR, LPDDR or RPC type devices. Since the RPC DRAM’s signals are a subset of the standard
DRAMs this is viable. Only the control logic must change and largely it is queues and bit
assignments that account for the differences. All the devices support random column addressing and
hidden page operations.

The RPC DRAM packages are smaller than DDR3 or LPDDR3 for a given bus width. For example, the
×16 DDR3 uses a 96-ball ball grid array (BGA) while the ×16 RPC DRAM uses a 54-ball BGA. A ×32
version of the RPC DRAM is offered in the 96-ball BGA, offering 2× the bandwidth of DDR3 in the
same 96-ball BGA package.

Because of the low signal count, the RPC DRAM is also offered in a Fan-In Wafer-Level CSP (FI-
WLCSP). It is the only DRAM in the world available in this die-sized package, made possible by the
low pin count. Since there are only 50 balls on the WLCSP version they can fit completely within the
perimeter of the 2×4.7 mm die and use a ball pitch of 400 microns. For wearable video-enabled
devices, this small form factor, approximately the size of a grain of rice, is critical. The RPC DRAM
package options are shown in Figure 7.



Figure 7 RPC DRAM package options

The RPC DRAM offers advantages for FPGA users too. One of the most precious resources on an
FPGA are the I/O pins. Since the RPC DRAM uses about half as many I/O pins per channel as DDR3,
higher bandwidths can be achieved using the RPC DRAM versus DDR3 using the same I/O
resources. This is a critical issue in many video applications because the programmable I/O pins on
many FPGAs do not permit DDR3 to run at full speed; DDR800 is a common limit.

For a given required bandwidth, the bus width for an FPGA solution may need to be wider than if
implemented in a custom SoC. The pincount saving offered by the RPC DRAM can be critical in these
bandwidth-hungry applications.

In other cases, it may be possible to use a lower cost FPGA that has fewer I/O pins by adopting the
RPC DRAM. The WLCSP package coupled with advanced fine pitch FPGA and SoC packages offer
unprecedented opportunities for bandwidth optimization and subsystem miniaturization (Figure 8).

Figure 8 DRAM interfaces

When it comes to power, operating burst mode and at the same frequency and bandwidth, there is
little difference in the power of DDR3/LPDDR3 and RPC DRAMs. The differences are in the standby
modes.

DDR3 has a DLL or PLL that must remain locked when in the standby state, the LPDDR3 and RPC
DRAM do not. The DDR3 device has about 30 input receivers powered-up, the LPDDR3 has 17 and
the RPC has 4. As a result, for the same capacity, bandwidth and manufactured in the same wafer
fab process, the RPC DRAM has the lowest power by architecture (Table 2)



Table 2 Memory types and power characterizations
 
The RPC DRAM was developed to open up new ways for designers to save cost in video-enabled
systems such as endpoint AI, wearable devices such as AR or VR and drone/robotic navigation or
anyplace where SWaP-C is important. The reduced pincount saves cost on the controller and permits
unprecedented miniaturization opportunities. For stacked die multichip ICs, it can enable a 2:1 cost
saving vs using ordinary DDR type devices. Offered in lower densities than DDR3/LPDDR3 and
DDR4/LPDDR4 and in smaller packages, it brings multiple opportunities for cost savings and
miniaturization otherwise out of reach to the SoC and FPGA-based system designer. The best news is
that the device is ready now for production in 256 Mbit and 512 Mbit densities.
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